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Agenda:
- NVIDIA the company
- NVIDIA contribution to AI/HPC use cases
- What a distance covered these past +5 years!
- Thanks to NVIDIA innovation
- Nvidia TESLA portfolio
- The more you buy, the more you save!
- NVIDIA program for Education



ü Founded in 1993 

ü HQ in Santa Clara (CA ðUSA)

> Jensen Huang, Founder & CEO

> 12,000 employees WW

ü $9.7B revenue in FY18 (+41%)

ü >1B GPUsshipped to date

ü 6,000 patents WW

NVIDIA FACTS



NVIDIA - GPU COMPUTING

ONE ARCHITECTURE ñCUDA

Gaming VR AI & HPC
Self-Driving Cars 

& Autonomous Machines



Artificial IntelligenceGPU Computing

NVIDIA òTHE AI COMPUTING COMPANYó

Computer Graphics



NVIDIA CONTRIBUTES 
TO IMPROVE OUR 
WORLD
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POWERING THE 
WORLDõS BIGGEST 
EYE ON THE SKY
The European Extremely Large Telescope, which 
when completed in 2024 will be the largest telescope 
ever built, will advance astrophysical knowledge by 
enabling detailed studies of planets, the first galaxies 
in the universe, super -massive black holes, and other 
phenomenon with images 16 times sharper than those 
from the Hubble Space Telescope. Scientists at the 
Université Paris Diderot and the Observatoire de Paris 
are using the NVIDIA DGX-1 to revolutionize adaptive 
optics, a technique used to compensate for 
atmospheric turbulence which distorts images and 
impedes discovery. The GPU-powered real -time 
optical system controller will provide millions of 
commands/second and significantly stabilize the 
telescopeõs image quality to increase its chances 
of finding Earth -like planets orbiting distant stars.



DEVELOPING
THE VEHICLES
OF THE FUTURE 
Zenuity, a joint venture of Volvo and Veoneer, 

aims to build autonomous driving software for 

production vehicles by 2021. They chose to 

build their deep learning infrastructure

with NVIDIA DGX-1 servers and Pure 

FlashBlade systems to accelerate

their AI initiative.
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HUNTING òGHOST 
PARTICLESó WITH 
DEEP LEARNING
Tiny particles called neutrinos are the most 

abundant form of matter in the universe and 

understanding their basic properties is the focus of 

a world -wide campaign of experiments. Observing 

these ôghost particlesõ in action requires 

instruments of incredible size and scale. Fermilabõs 

NOvA experiment applies two enormous, cutting -

edge technology detectors with a total weight of 30 

million pounds spaced 500 miles apart. It is 

effectively one of the worldõs largest cameras, 

snapping two million images per second and 

analyzing them for neutrino activity.

NOvAõs scientists developed deep neural networks 

trained on NVIDIA GPUs to improve the machineõs 

detection rate by 33% - increasing the discovery 

potential of NOvA and other large scale experiments 

probing fundamental questions of the universe.



THE BRAINS BEHIND
SMART CITIES
Verizonõs Smart Communities Group is on a 

mission to make cities safer, smarter and 

greener. Using NVIDIA Metropolis, an edge-

to-cloud video platform for building smarter, 

faster AI-powered applications, Verizon is 

working to collect and analyze multiple 

streams of video data to improve traffic 

flow, enhance pedestrian safety,

optimize parking

and more. 



SPEEDING UP
DRUG DISCOVERY
Classic Molecular Dynamics simulations are time-consuming 

and expensive, but machine learning models can help

predict the probability of target molecules to bond

With chemical compounds. Researchers at the

University of Pittsburgh are improving model

Performance and prediction accuracy. Their

Convolutional neural network, accelerated by

NVIDIA GPUõs, improved prediction accuracy

from ~52% to 70% which could reduce

the time and costs to

bring new drugs

to market.
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òSEEINGó GRAVITY
FOR THE FIRST TIME
In September 2015, 100 years after Einstein 

predicted them, gravitational waves were 

observed for the first time. Astronomers at 

the Laser Interferometer Gravitational -wave 

Observatory have since used GPU-powered 

deep learning to process gravitational wave 

data 100x faster than previous methods, 

making real-time analysis possible and 

putting us one step closer to 

understanding the 

universeõs oldest 

secrets.

Physics Letters B - Deep learning for 
real-time gravitational wave detection 
and parameter estimation: Results 
with advanced LIGO data
Daniel George, E.A. Huerta

https://www.sciencedirect.com/science/article/pii/S0370269317310390?via%3Dihub


AI IS ON TRACK TO 
SAFEGUARD RAILWAY 
INTEGRITY
To maintain the integrity of its 3,232 km of tracks, 

the Swiss Federal Railways (SBB) runs diagnostics 

trains to photograph and monitor tracks in real -

time. But traditional data processing methods

produce false positives/negatives. To remedy

this, SBB and CSEM (Swiss Research and

Development Center) launched the

Railcheck project which applies deep

learning, powered by the NVIDIA DGX

Station, to improve the automatic

detection and classification

of faults. 
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AI IS SPEEDING
THE PATH TO 
FUSION ENERGY
Fusion is the future of energy on Earth. But itõs a 

highly sensitive process where even small 

environmental disruptions can stall reactions and 

damage multi -billion machines. Current models 

can predict the disruptions with 85% accuracy, but 

ITER will need something more precise.

Researchers at Princeton University have 

developed the Fusion Recurrent Neural Network 

(FRNN) using deep learning and NVIDIA GPUs to 

predict disruptions and make adjustments to 

minimize damage and downtime. Even a 1% 

improvement in the prediction accuracy can be 

transformative considering the immense scale and 

cost of fusion science. FRNN has achieved 90% 

accuracy and is on the path to achieving 95% 

accuracy for ITERõs tests. 

Visualization courtesy of Jamison Daniel, 

Oak Ridge Leadership Computing Facility



AI HELPS DOCTORS
DIAGNOSE
BREAST CANCER
Every day, pathologists are tasked with providing 

cancer diagnosis to guide patient treatment. 

However, sifting through millions of normal cells 

to identify a few malignant cells is extremely 

laborious using conventional methods. PathAI

combines GPU deep learning with traditional 

pathology to improve accuracy,

speed diagnosis, and

reduce error rates

by 85%.



AI HELPS PERSONALIZE 
IMMUNOTHERAPY 
Immunotherapy has a success rate of only 40% and a 

risk that it may attack healthy cells. Max Kelsen is 

using sophisticated AI approaches with NVIDIA V100 

GPUs to integrate genomic, transcriptomic

and patient information to identify

a classifier and develop a test

that can predict treatment

response. 
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In 2003 the Human Genome Project successfully 

decoded the human genome and unlocked the door 

to new genetic discoveries. With 3 billion nucleotide 

pairs in the human DNA, genome analysis is 

computationally intensive. The Tohoku Medical 

Megabank Organization (ToMMo) is using the power 

of its DGX-1 AI supercomputer cluster to accelerate 

understanding the complicated correlations 

between human genotype and phenotype. 

And, to further deep learning based genomics 

research, ToMMo will open its DGX-1 supercomputer 

cluster to external contracted researchers. 

DGX 3 NODE CLUSTER
TO ADVANCE
GENOMIC RESEARCH
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Lunar image courtesy of NASA

Studying moon craters provides insight into the 

history of our solar system. Researchers at U of T

and Penn State developed a CNN, powered by NVIDIA 

Tesla P100 GPUs on the SciNet P8 supercomputer, 

that automatically detects and classifies 

characteristics of craters from lunar

digital elevation map images. Upon

implementation the system

identified 6,000 new craters

in just a few hours, making

it orders of magnitude

faster than human

counting. 

Inset: Sample Moon image (left) and target (center) from the dataset, with the two overlaid (right). 

Red circles show craters detected by the AI system that are absent from previous datasets.

MAPPING
MOON CRATERS



What a distance 
covered since 2012!
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GPU-Computing perf

1.5X per year

1000X

by 

2025

Original data up to the year 2010 collected and plotted by M. Horowitz, F. Labonte, O. Shacham, K. 

Olukotun, L. Hammond, and C. Batten New plot and data collected for 2010-2015 by K. Rupp
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Single-threaded perf

1.5X per year

1.1X per year

APPLICATIONS

SYSTEMS

ALGORITHMS

CUDA

ARCHITECTURE

CUDA ðDomain Specific Computing Architecture
10X in 5 Years

RISE OF GPU COMPUTING

NVIDIA CONFIDENTIAL ðDO NOT DISTRIBUTE



2013

HPC: 20X PERFORMANCE GAININ 5 YEARS
Beyond Mooreõs Law

Base OS: CentOS 6.2 

Resource Mgr: r304

CUDA: 5.0

Thrust: 1.5.3

2018

Accelerated Server 

With Fermi

Accelerated Server 

with Volta

NPP: 5.0

cuSPARSE: 5.0

cuRAND: 5.0

cuFFT: 5.0

cuBLAS: 5.0

Base OS: Ubuntu 16.04 

Resource Mgr: r384

CUDA: 9.0

NPP: 9.0

cuSPARSE: 9.0

cuSOLVER: 9.0

cuRAND: 9.0

cuFFT: 9.0

cuBLAS: 9.0

Thrust: 1.9.0



DEEP LEARNING: EXPONENTIAL PERFORMANCE IMPROVEMENTS
500X in 5 YEARS!

Alex Krizhevsky 

won the Imagenet

competition in 2012

2018

Time to Train AlexNet on the Imagnet Dataset



Bigger and More Compute Intensive
NEURAL NETWORK COMPLEXITY IS EXPLODING

2013 2014 2015 2016 2017 2018

Speech
(GOP * Bandwidth)

DeepSpeech

DeepSpeech2

DeepSpeech3

30X

2011 2012 2013 2014 2015 2016 2017

Image
(GOP * Bandwidth)

ResNet-50

Inception-v2

Inception-v4

AlexNet

GoogleNet

350X

2014 2015 2016 2017 2018

Translation
(GOP * Bandwidth)

MoE

OpenNMT

GNMT

10X
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REVOLUTIONARY AI PERFORMANCE
3X Faster DL Training Performance

3X Reduction in Time to Train Over P100

0 10 20

1X
V100

1X
P100

2X
CPU

Relative Time to Train Improvements
(LSTM)

Neural Machine Translation Training for 13 Epochs |German ->English, WMT15 subset | CPU = 2x 
Xeon E5 2699 V4

15 Days

18 Hours

6 Hours

Over 80X DL Training 
Performance in 3 Years
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DGX-1: 140X FASTER THAN CPU



10X PERFORMANCE GAIN IN LESS THAN A YEAR

DGX-1, SEPõ17 DGX-2, Q3ô18

software improvements across the stack including NCCL, cuDNN, etc.

Workload: FairSeq, 55 epochs to solution. PyTorch training performance.

Time to Train (days)

1.5

15

0 5 10 15 20

DGX-2

DGX-1 with V100

10 Times Fasterdays

days
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AI AND HPC BENCHMARKS: DGX-2 VS CPU
Replace CPU Nodes - Save Money, Power and Space in the Data Center
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AI Training: HGX-2 Replaces 300 CPU-Only Server 
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HPC: HGX-2 Replaces 60 CPU-Only Server 
Nodes
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Dual-Socket CPU

Workload: ResNet50, 90 epochs to solution  |    CPU Server: Dual -Socket Intel Xeon Gold 6140 Workload: MILC (particle physics HPC application) | CPU Server: Dual -Socket Intel Xeon Gold 6140
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Up To 36X Faster Than CPUs | Accelerates All AI Workloads

WORLDõS MOST PERFORMANT INFERENCE PLATFORM

Speedup: 36x faster
GNMT

Speedup: 27x faster
ResNet-50 (7ms latency limit)

Speedup: 21X faster
DeepSpeech2
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VOLTA TENSOR CORE GPUS POWER SUMMIT: 
WORLD'S FASTEST AI SUPERCOMPUTER

122 PetaFLOPS 3 ExaFLOPS
HPC AI

27,648
Volta Tensor Core GPUs
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DELIVERING MAJORITY OF THE NEW 
COMPUTING PERFORMANCE

11%

25%

56%

2015
Tesla K80

2017
Tesla P100

2018
Tesla V100

NVIDIA GPUs Share of New FLOPS 
on Top 500 Systems



Thanks to NVIDIA 
innovation!
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FUSION OF HPC & AI

HPC AI

VOLTA TENSOR CORE GPU

TENSOR CORE GPU FUSES HPC & AI COMPUTING

MULTI-PRECISION 
COMPUTING

HPC (Simulation) ðFP64, FP32

AI (Deep Learning) ðFP16, INT8



TENSOR CORE
Mixed Precision Matrix Math - 4x4 matrices

New CUDA TensorOpinstructions 
& data formats 

4x4 matrix processing array 

D[FP32] = A[FP16] * B[FP16] + C[FP32]

Using Tensor cores via

Å Volta optimized frameworks and 
libraries ( cuDNN, CuBLAS, TensorRT, ..)

Å CUDA C++ Warp Level Matrix Operations



FASTER RESULTS ON COMPLEX DL AND HPC
V100: Up to 50% Faster Results With 2x The Memory

Unsupervised Image 
Translation

Input winter photo

AI converts it to 
summer

Dual E5-2698v4 server, 512GB DDR4, Ubuntu 16.04, CUDA9, cuDNN7| NMT is GNMT-like and run with 
TensorFlow NGC Container 18.01 (Batch Size= 128 (for 16GB) and 256 (for 32GB) | FFT is with 
cufftbench 1k x 1k x 1k and comparing 2 V100 16GB (DGX1V) vs. 2 V100 32GB (DGX1V)

Neural Machine
Translation (NMT)

3D FFT 1k x 1k x 1k

1.5X Faster 
Calculations

1.5X  Faster 
Language Translation

1.2
step/sec

0.8
step/sec

2.5TF

3.8TF

GAN Image to ImageGen

1024x1024
res images

512x512
res images

4X Higher 
resolution

Accuracy
(16 layers)

Accuracy
(152 layers)

HIGHER ACCURACY HIGHER RESOLUTIONFASTER RESULTS

R-CNN for object detection at 1080P with Caffe | V100 16GB 
uses VGG16| V100 32GB uses Resnet-152

V100 16GB           V100 32GB

VGG-16 RN-152

40% Lower Error 
Rate

GAN by NVRESEARCH (https://arxiv.org /pdf/1703.00848.pdf) | 
V100 16GB and V100 32GB with FP32



NVLINKAND MULTI-GPUSCALING
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Å Data loading over PCIe(red)
Å Gradient averaging over NVLink (green)
Å No sharing of communication resources: 

No congestion
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QPI Link

Å Data loading over PCIe
Å Gradient averaging over PCIeand QPI
Å Data loading and gradient averaging share 

communication resources: Congestion

PCIe based system NVLINK based system

For Data Parallel Training



30% BETTER PERFORMANCE WITH NVLINKTHAN PCIE

Å Encoder and decoder 
embedding size of 512 

Å Batch size of 256 per 
GPU

Å NVIDIA DGX containers 
version 17.11, 
processing real data 
with cuDNN 7.0.4, NCCL 
2.1.2




